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Foreword
The banking industry is going through a period of  
intense digital transformation and innovation.

Nowadays, there’s an increasing focus on building mobile-first (or even mobile-only) 
apps, as traditional banks everywhere are improving their core capabilities to meet user 
expectations of the instantaneous, always-on, digital world. Additionally, the banking 
sector has been taken by storm by so-called neobanks (or disruptor banks) - organizations 
such as Monzo, Revolut, N26, Chime, or Nubank, that are developing entirely digital, 
cloud-based mobile banking products.

The global pandemic has further accelerated the transition of banking and financial 
services to digital channels and has increased the demand for mobile banking apps.

In this context, we should consider the importance of realtime. After all, banking is an 
industry that often deals with critical and time-sensitive data which needs to be acted 
upon quickly, to make executive decisions in the moment. Furthermore, end-users 
increasingly expect digital experiences to be responsive and immediate.

Event-driven technologies like Apache Kafka are often used to build realtime digital 
experiences. Kafka displays characteristics that make it an appealing solution for realtime 
banking, such as low latency, high throughput, durability, high availability, or fault 
tolerance. It underpins use cases like:

• Realtime fraud detection

• Realtime payment processing

• Financial analytics and dashboards that update in realtime

• Banking alerts and notifications

In this whitepaper, we will look at what you need to consider when building realtime 
banking apps for users at the network edge, and how to make the most out of your Kafka 
pipeline in the process. 

The total number of digital banking users will exceed  
3,6 billion by 2024, up from 2,4 billion in 2020.

Juniper Research
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Bridging the gap 
between Kafka and your 
mobile banking users
In the world of banking (and for many other industries), Kafka is becoming the standard 
choice for building reliable and high-performance microservices, event streaming, and 
stream processing pipelines. However, it’s worth emphasizing that Kafka is designed to 
operate within a secure network (intranet), enabling streams of data to flow between 
microservices, databases, and other types of components within your backend ecosystem. 

Kafka was never architected or optimized to distribute and ingest events from end-users 
over the public internet. Here are some of the biggest stumbling blocks that prevent you 
from using Kafka to communicate directly with client devices:

• Security. Allowing client devices to connect directly to Kafka topics raises serious 
security concerns. You don’t want your event streaming component to be exposed 
directly to public internet-facing clients, especially in an industry like banking, which 
operates with highly sensitive data.

• Scalability. Kafka works best with a defined and predictable number of producers 
and consumers, for which you manually provision capacity. However, the public 
internet is an unpredictable source of traffic; the number of concurrent users can 
change quickly, and Kafka is not optimized to dynamically adjust to usage spikes and 
rapidly shifting numbers of consumers.

• Message routing. Most of the time, the number of topics in any Kafka setup is rather 
limited. A topic almost always stores and streams events pertaining to multiple users; 
in fact, you might even have a Kafka topic that stores data about all your users. 
However, when a client device connects to your system, it only wants and should only 
be allowed to access data relevant for that particular user. To ensure that users are 
only allowed access to their data, you would have to have a 1:1 mapping between 
Kafka topics and client devices - this would be a pain to set up and a massive 
overhead to maintain. 

So, how do you expose your Kafka pipeline to end-users at the edge? 

The solution is to use Kafka in combination with an intelligent messaging layer 
designed and optimized for communication over the public internet.  
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Are REST APIs the way to go?
HTTP-based REST APIs are an excellent choice if your app relies heavily on CRUD 
operations, and there’s no need for the user to react to changes quickly. On the other 
hand, when it comes to building realtime applications that usually involve high-frequency 
or ongoing communication between client and server, and the ability to react instantly to 
changes, REST (and HTTP) has its drawbacks:

• Lack of immediacy. Banking is an industry where information must reach end-users 
as fast as possible - think, for example, of fraud alerts. However, with a REST API as 
your internet-facing messaging layer, a customer would only receive a fraud alert 
when they poll (request) for updates, as opposed to instantly.

• Scalability issues and battery drain. High polling frequencies result in increased 
network traffic and server demands; this is far from easy to scale on the server-side, 
especially as the number of concurrent users rises. In addition, there’s a negative 
impact on user experience - the more frequently a client has to send requests, the 
faster a device battery depletes.  

• No bidirectional communication over the same connection. HTTP is a request/
response protocol by design; it doesn’t support bidirectional, always-on 
communication between client and server over the same connection. You can create 
the illusion of bidirectional communication by using two HTTP connections. However, 
the maintenance of these two connections introduces significant overhead on the 
server, because it takes double the resources to serve a single client.

To maximize the value of your banking app, rather than using request-driven 
APIs, you should consider pairing Kafka with a realtime, event-driven internet-
facing messaging layer.  
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What are the traits of a 
dependable internet-facing 
realtime messaging layer?

Low latency
In the context of realtime mobile banking apps, low-latency messaging is essential for an 
optimum user experience, and even critical for certain use cases, such as streaming stock 
price changes, or fraud alerts. 

Just as Kafka streams and processes events in your backend in milliseconds, your internet-
facing messaging layer should allow you to send data to your customers in under 100ms, 
which most users perceive as instantaneous.

To obtain a low-latency data streaming pipeline, the internet-facing messaging layer you 
are using must be geographically located in the same region as your Kafka deployment. 
But that’s not enough. The client devices you send messages to should also be in the same 
region. For example, you don’t want to stream data to end-users in the USA via a system 
deployed in Australia. 

If your customers live in different regions of the world, you need to think about building a 
globally distributed architecture. You might even consider edge computing, which enables 
you to bring storage and processing of messages closer to your users.   

A delay of less than 100 milliseconds feels instant to a user, 
while a delay between 100 and 300 milliseconds is perceptible. 
A delay between 300 and 1,000 milliseconds makes the user 
feel like a machine is working, but if the delay is above 1,000 
milliseconds, the user will likely start to mentally context-switch.

Lara Callender Hogan, Designing for performance
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Superior messaging QoS
Data integrity is of paramount importance for any dependable banking app. Just like 
Kafka provides robust, reliable messaging QoS levels in your backend, your internet-
facing messaging layer should offer similar guarantees to your end-users. 

First of all, message ordering must be ensured. For many banking use cases, it’s simply 
unacceptable for messages to be delivered out of order. Think, for example, of in-
app chat, where your users reach out to support agents; imagine how frustrating and 
confusing it can be if the replies are not delivered in the correct order.   

Secondly, you need to think about messaging semantics. At-most-once delivery should be 
discarded as a viable option from the very beginning, especially when it comes to critical 
use cases (such as sending fraud alerts to end-users). 

At-least-once is slightly better, but still not ideal. As with any mobile app, your users will 
frequently connect from networks with poor, unstable conditions. For example, let’s say 
that while making an online payment, a user is disconnected and quickly reconnects. 
If your internet-facing messaging layer only supports at-least-once delivery, there’s a 
chance the user might end up being charged twice when they reconnect. 

To prevent this from happening, you either need logic in the network to stop the message 
from arriving twice on the client-side, or in the application to stop it from being processed 
twice. In other words, you need to think about ensuring exactly-once semantics, by using 
techniques such as idempotent operations and deduplication.  

42% of banking consumers who do not use mobile banking 
apps say it is because they are not satisfied with their usability.

PYMNTS & Entersekt
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Fault tolerance
Banking is an industry where downtime must be avoided at all costs. Your customers 
expect their online banking experience to be available at all times and allow them to do 
everything they can do in a physical branch. To ensure that your mobile banking app is 
always reliably available to your end-users, you must consider fault tolerance. 

Fault-tolerant designs treat failures as routine. The assumption has to be that component 
failures will happen sooner or later. What’s important is that when failures do occur, 
your system has enough redundancy to continue operating, with functionality and user 
experience preserved as effectively as possible. 

To make your internet-facing messaging layer (and your system as a whole) fault-
tolerant, you need to make it redundant against instance or even datacenter failures. 
This implies distributing your infrastructure across multiple availability zones. However, 
it isn’t sufficient to rely on any specific region for multiple reasons – sometimes multiple 
availability zones do fail at the same time; sometimes there might be local connectivity 
issues making the region unreachable; and sometimes there might simply be capacity 
limitations in a region that prevent all services from being supportable there. 

As a result, it’s often best to deploy your internet-facing messaging layer in multiple 
regions. This is the ultimate way of ensuring statistical independence of failures and the 
strongest guarantee that the system will continue to operate and provide uninterrupted 
service to your users. 

The average cost of IT downtime is $5,600 p/minute.  
Downtime can cost as much as $140,000 per hour at the  
low end and over $540,000 per hour at the higher end.

Gartner
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Scalability
The public internet is a volatile and unpredictable source of traffic. You don't know how 
many mobile banking app users might connect to your system simultaneously - it can 
range from a few hundred to a few million.

If your internet-facing messaging layer cannot sustain incoming connections and the 
fluctuating volume of traffic, system-breaking complications can arise, negatively 
affecting availability and uptime - something often unacceptable for an industry like 
banking. 

Your internet-facing messaging layer needs to be elastic so that it can react and scale out 
to handle potential spikes in usage. However, you need to consider using a dynamically 
elastic messaging layer. 

One that isn't dynamic isn't dependable enough, because it only allows you to plan and 
provision capacity ahead of time, and hope it's enough to deal with any usage surges. 
But you have no guarantees that the increased load won't cripple your system and render 
your banking app unavailable. Another downside: it’s usually expensive to maintain, since 
you will often pay for servers that are on standby, which may rarely (or never) be used. 

In comparison, if your internet-facing messaging layer is dynamically elastic and able 
to scale automatically, you are in a much better position to quickly boost capacity (in 
minutes as opposed to hours), so you can handle a high, unpredictable, and rapidly 
changing number of concurrent users. Similarly, you can also scale in quickly, so you can 
adjust the computing power based on the fluctuating load, and only pay for what you're 
using.

In addition to dynamic elasticity, you might also want to consider using a messaging 
pattern designed for scale. Publish/subscribe, for example, is especially useful for use 
cases where it makes more sense to have a one-to-many relationship with users, rather 
than one-to-one. Think, for instance, of scenarios where you want to push the same 
notification (let's say, to announce a new mobile banking feature) to millions of users. It's 
significantly more efficient and scalable to broadcast one message to all subscribers (fan-
out) rather than send an individual notification to each user.  

Even a 99.99% uptime still amounts to 52m 35s downtime 
over one year, which is unacceptable for mission and 
business-critical banking use cases. Ideally, when it comes 
to your internet-facing messaging layer, you should aim for 
99.999% availability.
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Features

Flexible communication capabilities
Ideally, the internet-facing messaging layer should provide several different ways to 
power the flow of data in realtime. For example, a protocol such as Server-Sent Events 
(SSE) is a great choice when streaming live currency updates. The WebSocket technology 
is probably the best way to go for use cases where bidirectional communication is needed 
(think of payment confirmations). When it comes to IoT devices like payment terminals, 
you might want to use a lightweight protocol such as Message Queuing Telemetry 
Transport (MQTT). 

Easy to integrate, with multi-platform support
Since we’re talking about mobile banking apps, on the client-side, the internet-facing 
messaging layer needs to easily integrate with the Android and iOS ecosystems, at the 
very least. Ideally, the APIs used should be consistent yet idiomatic, to keep things simple 
and predictable. 

Beyond end-users, the internet-facing messaging layer should, obviously, work seamlessly 
with Kafka (often, the most convenient way to do so is through low-code sink and source 
connectors). Additionally, depending on your specific use cases, the messaging layer 
might need to communicate with other components of your banking setup, or even with 
the systems of other banks (for interbank transfers, as an example).

It’s vital to focus on interoperability to ensure your internet-facing messaging layer can 
communicate with other components effectively, despite being different. It’s advisable 
to embrace open, standard protocols that are widely supported instead of proprietary 
opens. The same logic applies to data formats, where options like JSON or MessagePack 
are generally the best way to go. 
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Reliable security
In addition to last-mile data delivery, the internet-facing messaging layer also acts as a 
security barrier, decoupling your Kafka pipeline from end-users connecting over the public 
internet. It should provide robust security mechanisms:

• Encryption in transit and, potentially, at rest (provided the messaging layer also 
persists data rather than delivering it in a fire-and-forget fashion).

• Authentication schemes with fine-grained access control.

• The ability to quickly adapt and react to system abuse, such as DoS attacks.

• Compliance with banking regulations and relevant security standards and laws - 
GDPR and SOC, for example.

Reconnections with continuity
It’s common for client devices to experience changing network conditions. Users might 
switch from a mobile data network to a Wi-Fi network, go through a tunnel, or experience 
intermittent network issues. Scenarios like these may lead to connections being dropped. 
However, your app needs to be reliable even when the network isn’t. Since banking is an 
industry where data integrity is crucial, it’s vital that when connections are re-established, 
the stream of data resumes precisely where it left off, with no messages being missed, 
delivered out of order, or sent multiple times. 

Here are a few aspects to consider:

• Caching messages in front-end memory. How many messages do you store, and for 
how long?

• Persistent storage. Should you place data in persistent storage? For how long? 
Which piece of the puzzle is responsible for storing data - Kafka, the internet-facing 
messaging layer itself, or another component? 

• Resuming the stream. When a client reconnects, how do you know where to 
resume the stream from? Do you need to use a connection ID to establish where a 
connection broke off? Who needs to keep track of the connection breaking down - 
the client or the server?
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The typical engineering 
journey to build an 
internet-facing realtime 
messaging layer 
Being in the realtime business, we at Ably have researched and spoken to many 
organizations who have attempted to develop their own internet-facing realtime 
messaging layer. 

Building such a solution is often risky, time-consuming, and expensive, diverting resources 
from business application development. The typical process involves trying to solve 
numerous complex engineering and infrastructure challenges:

POC
How do I separate my data into 
separate streams for each user/
potential user?

How do we expose these streams 
securely to users?

What kind of permissions and 
access control do we need to 
develop?

How do we bake in cross-device, 
cross-platform support?

And much more...

Additional 
requirements
How do we scale without huge 
compute expenses?

How do we guarantee every 
message is delivered in order?

We need to integrate with 
numerous other systems, how can 
we do that in an easy way?

Our scale varies by 1000s of 
users, how do we ensure we have 
enough capacity to deal with 
unpredictable numbers of users?

And much more...

Operating at a level to meet  
user expectations
How do we make our internet-facing messaging layer 
as dependable as Kafka?

Kafka streams data in milliseconds, how do we 
distribute data to users in milliseconds?

We need to reduce latencies as our global user base is 
complaining, but how do we do it cost-effectively? Do 
we need to operate multiple points of edge presence?

Updates are getting lost or delivered more than once, 
and users are complaining (again!). Do we need data 
and state replication across regions? How can we 
guarantee exactly-once semantics?

Our traffic keeps spiking, and our infrastructure team 
can't handle it. Users are upset (again!). What can we 
do to ensure our system is highly available and highly 
reliable at all times?

And much more...

BUILD
6 months

COST & RISK

EXTEND
+6 months

DELIVER AT SCALE
Ongoing



Learn how Ably can help 
Ably is the platform that powers synchronized digital experiences in realtime for millions 
of concurrently connected devices around the world. We provide a suite of APIs to build, 
extend, and deliver powerful digital experiences in realtime for more than 250 million 
devices across 80 countries each month. 

You can think of Ably as the public internet-facing equivalent of your internal Kafka 
pipeline. Our platform matches, enhances and seamlessly extends Kafka’s capabilities 
across network boundaries, to users at the network edge. 

We offer a simple, scalable, and secure way to distribute Kafka events to client devices 
over a massively scalable and fault-tolerant global edge network, at consistently low 
latencies (<65 ms median round-trip latency), and with data integrity guaranteed - 
without any need for you to manage infrastructure.

Ably is awesome. It was a life-saver for me. Not only was it the 
only HIPAA-compliant realtime solution capable of integrating 
with Kafka streams and giving us the performance guarantees 
we need, but the set-up was just incredibly straightforward. 
It instantly transformed the value of the dashboard for our 
customers.

Andrew Hanisch
System Architect, Experity

Maximize the value of  
your Kafka pipeline
Discover how Ably complements and reliably extends Kafka 
beyond your private network, to end-users at the edge.

Contact us to understand the benefits of using Ably as your 
internet-facing realtime messaging layer alongside your Kafka 
deployment. 

Read more

https://ably.com/contact
https://ably.com/solutions/extend-kafka-to-the-edge

